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ABSTRACT
The removal of tail recursion is a well-known optimization that is
often applied by hand. It has been widely implemented in compil-
ers for functional languages, generally through the use of continua-
tion-passing style. 

This optimization has also been implemented in some commercial
compilers for C and other procedural languages. However, its
effects in procedural languages have not been adequately docu-
mented, nor does the literature contain a detailed description of
this optimization.

This paper discusses the removal of tail recursion as it applies to
procedural languages, and describes a specific implementation
within a C compiler. It also documents the performance benefits of
this optimization, and compares them with the benefits of remov-
ing tail recursion by hand, at the source level.

The results show that this optimization can produce significant
benefits, and can sometimes be performed better by the compiler
than by hand. They suggest that, due to its low cost and high bene-
fit, the removal of tail recursion is a useful optimization in a com-
piler for a procedural language.

Categories and Subject Descriptors
D.3.4 [Programming Languages]: Processors—optimization,
retargetable compilers; D.3.3 [Programming Languages]: Lan-
guage Constructs and Features—control structures, procedures,
functions and subroutines, recursion.

General Terms
Performance, Languages, Measurement

Keywords
Tail recursion, C, procedural languages, compilers, optimization. 

1. INTRODUCTION
Conventional wisdom states that recursion is slow, and costly in
terms of stack space. While this is often true, there are many com-
piler transformations which can reduce the cost of recursive func-
tions. The transformation of tail recursion into iteration is perhaps
the best known of these. With this transformation, tail recursive
functions are optimized into equivalent loops, which avoid the
costs procedure calls.

This optimization is widely used in the compilation of functional
programming languages, and has been implemented in some com-
mercial compilers [4]. However, its effects on C and other proce-
dural languages have never been studied, and many compilers for
C do not implement this basic optimization. C programmers, in
general, continue to avoid recursion in favor of iteration. However,
iterative solutions for many algorithms are much less elegant than
their recursive equivalents. Recursive code is often more concise,
and easier to read and maintain, than iterative code. Furthermore,
as this paper will show, it need not carry any significant perfor-
mance cost. We believe the bad reputation of recursion is largely
the result of the failure of compilers to implement transformations
on recursive functions, such as the removal of tail recursion. We
attempt to demonstrate that tail recursion removal by the compiler
matches hand optimization in performance, and provides signifi-
cant benefits in terms of elegance and programmer convenience.

In this paper we provide a general discussion of tail recursion
removal in procedural languages, a topic which has largely been
neglected in the existing literature. We present evidence to show
the utility of tail recursion, and of this optimization in particular.
We also describe an implementation of this optimization in an
existing C compiler, and document the performance and benefits
of the optimization. Our results show that tail recursion removal is
cheap to implement, and produces large performance benefits.
Optimization by the compiler can even be superior to painstaking
hand optimization at the source level.

The following section gives basic definitions of terms used in this
paper. Section 2. presents related work. Section 3. provides exam-
ples where tail recursive code is preferable to iterative equivalents,
and explains the utility of this optimization. Section 4. gives a
high-level overview of the optimization. Section 5. describes our
implementation in detail. Section 6. examines interactions with
other optimizations. Section 7. presents benchmarks and results.
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2. RELATED WORK
The removal of tail recursion was originally developed by McCar-
thy in his work on LISP [15], and has continued to be studied and
implemented primarily in compilers for functional languages.
Many of these compilers use continuation-passing style [18, 13],
which has the effect of automatically removal tail recursion. 

Some effort has been made at compiling functional languages to
stack-based code—in particular to C, which has the advantage of
being highly portable. Hanson developed efficient methods of
stack allocation for tail-recursive languages [11]. Others have used
C as a target language, but C’s implicit use of the stack, and lack of
first-class functions have forced implementors to compromise
either on proper tail recursion [16], or performance [20].

More recently, Clinger [5] created a formal, implementation-inde-
pendent definition of proper tail recursion as a space complexity
class. It is impossible to meet this definition in existing, stack-
based implementations of procedural languages such as C, and
there is no published data on tail recursion removal in these lan-
guages. However, it is possible to remove tail recursion in some
cases, and this optimization is implemented in some commercial
compilers [4].

3. OVERVIEW
Our discussion of tail recursion will rely on the following defini-
tions: A procedure call F is a tail call if its caller, C does not do
any additional processing after F. C must not return any value other
than that returned by F (although it may return nothing at all). Tail
calls are significant because, at the time a tail call is made, C no
longer needs any of the data on its activation record (with the
exception of the return address), nor does control ever need to
return to C. Therefore the activation record may be discarded or
reused by F.

A call is tail recursive if it is a tail call and is directly recursive—
the caller and callee are the same function. This is a narrower defi-
nition of tail recursion than is commonly used in the discussion of
functional languages [5].

Functional languages make heavy use of tail recursion, and recur-
sion in general, and most implementations ensure that tail recur-
sion is handled efficiently. In general this means a constant use of
space, and the avoidance of a long string of returns. See Clinger for
a complete discussion of proper tail recursion [5]. In general, these
implementations rely on heap allocation, garbage collection, and
continuations, none of which are available in C.

However, in C it is possible to convert tail recursion into simple
iteration. This optimization can be performed at the source level,
and is often done by hand [4]. The reason for this is as follows:
when a function makes a tail call, it will not itself be performing
any additional processing. When the callee returns, the caller will
immediately return as well, simply passing along the return value
(if any) of the tail call. Therefore, the caller no longer needs the
environment stored in its stack frame, except for the return address.
In fact, control does not need to return to the caller at all, and we
can replace the procedure call with a simple jump. Argument pass-
ing is replaced with assignment, and the existing stack frame and
registers and overwritten and reused. C does not support jumps

between functions, but if the function is tail recursive, we can jump
within it instead. 

This can be accomplished at the source level with labels and gotos,
or more elegantly with loops. First we insert assignments where
needed to simulate argument passing. Next we add a label at the
beginning of the function body, and replace the tail-recursive call
with a goto to that label. In most cases, the label and goto can be
replaced by a while loop.

As an example, consider a recursive implementation of the
strchr() library function. Figure 1 shows the original C source
code.

For each parameter, we insert the appropriate assignment immedi-
ately before the function call. Then we replace the call with a goto,
as shown in Figure 2

A careful analysis reveals that we can combine the goto and the
first if into an equivalent while loop. We invert the condition and
move the body of the if outside of the while loop. We can also
remove the useless assignment c = c. Everything else between
the label and the goto becomes part of the loop. Figure 3 shows the
final result of the transformation.

The original function used stack space linear in the length of the
input string. Each call required pushing a return address, as well as
saved registers, onto the stack. Also, on return the function had to
pop each stack frame in turn, and execute one return for each call.
In the transformed version, space usage is constant, and the call
and return sequence is executed only once.

While this optimization can be performed by hand, at the source
level, it is often desirable to leave the source in a tail recursive

char * strchr(char *s, char c) {
if(!*s)

return 0;
if(c == *s)

return s;
else

return strchr(s + 1, c);
}

Figure 1: Source for recursive strchr()

char * strchr(char *s, char c) {
top:

if(!*s)
return 0;

if(c == *s)
return s;

else {
s = s + 1;
c = c;
goto top;

}
}

Figure 2: Transformed strchr()
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form, as we will explain in the next section. Automatic optimiza-
tion by the compiler gives the programmer the freedom to use tail
recursion without worrying about its effects on performance.

4.  MOTIVATING EXAMPLES
The use of tail recursion, and recursion in general, can make life
significantly easier for the programmer. Many problems are solved
most readily with recursive algorithms, and recursive algorithms
are often shorter and clearer than their iterative counterparts. While
some functions can be converted to iteration at the source level
fairly cleanly, in other cases this conversion is not intuitive or
reduces the readability of the code. Take, for example, the code for
a binary search tree traversal shown in Figure 4. The structure of
this function is immediately clear to the reader, and closely
matches a high-level description of the algorithm.

While this function has two recursive calls, only the second is a tail
call. The tail call can be optimized into a loop, but the non-tail call
must remain recursive (or be transformed into iteration through use
of a stack, which is significantly more involved). The result is

shown in Figure 5.

The traversal of the left subtree is still handled by a recursive call,
while the traversal of the right subtree is handled by the assignment
to n, and the loop structure. Using two different constructs to do
essentially the same thing, within the space of one function, makes

the code more difficult to read and understand. This is, of course, a
very small example, operating on a canonical data structure, and
therefore the problem is a minor one. However, in more complex
code this sort of hand-optimization can become very confusing. 

With the benefit of automatic tail-recursion removal, both the tail-
recursive and hand-optimized, iterative version will compile to
equivalent machine code. This optimization allows us to preserve
elegance at the source level, without sacrificing efficiency in the
compiled program.

The qualitative observation that recursive code is often clearer is
backed up by some quantitative data. Benander, Benander, and
Sang performed a study of debugging performance in undergradu-
ates, using recursive and iterative solutions for the same problems
[1]. They presented students with logically incorrect C programs
for searching and copying linked lists, and asked to debug them by
inspection, which they argue remains the primary method of
debugging once the problem has been isolated to a small segment
of code. They found that students were significantly more likely to
correctly fix the bugs in the recursive programs than in the iterative
program. Their study lends support to the claim that some pro-
grams are more elegantly expressed in a recursive form, even in C,
where iteration is traditionally favored.

Additionally, opportunities for this optimization are often over-
looked. Quicksort is tail recursive, for example, as are many tree
operations, and these algorithms are generally described in their
standard, recursive forms. Unless a programmer makes a specific
effort at performance tuning, it is likely that these functions will
remain unoptimized in most implementations.

Not only does this optimization free the programmer from worry-
ing about the performance costs of tail recursive functions, it
allows functions to run which otherwise would not run at all. In a
tail recursive function, stack space grows in O(n), where n is the
depth of recursion. However, this optimization removes the proce-
dure call and recycles the same stack frame, which ensures con-
stant use of stack space. Programs which otherwise might have run
out of stack space can, after optimization, execute to completion.
While the abundance of memory on desktop PC and servers makes
this a minor concern, in embedded environments, where memory
usage is a significant constraint [14], this may prove to be a greater
benefit.

Finally, this optimization is useful because C is sometimes used as
an intermediate language by compilers for higher-level languages
[12, 20]. Although these compilers can perform tail recursion
removal on their own, and generate iterative C code, the presence
of this optimization in C compilers would further reduce the com-
plexity of writing high-level compilers, and save compiler design-
ers from unnecessary duplication of effort in optimizing tail
recursion. There is also the possibility that, because this optimiza-
tion functions at the machine code level, it could detect and remove
tail recursive calls which are not recognizable at the source level,
but take on a tail recursive structure at the machine code level due
to optimizations or code generation techniques.

While opportunities for this optimization may be rare in C, it is
easy to implement and comes at no cost. It does not increase code
size and may reduce it slightly, depending on the calling conven-

char * strchr(char *s, char c) {
while(*s) {

if(c == *s)
return s;

else
s = s + 1;

}
return 0;

}

Figure 3: Tail recursion transformed into a loop

void inorder(struct bst *n) {
 if(n->left)

inorder(n->left);
printf("%d ", n->value);
if(n->right)

inorder(n->right);
}

Figure 4: Tail recursive traversal of a binary search tree

void inorder(struct bst *n) {
while(n) {

inorder(n->left);
printf("%d ", n->value);
n = n->right;

}
}

Figure 5: Hand-optimized traversal
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tions of the target machine. Performing the optimization takes very
little time, and when it can be applied, it will always improve exe-
cution speed of the resulting code. Because of its low cost and ease
of implementation, this optimization should be a standard compo-
nent to any optimizing compiler for procedural languages.

5. IMPLEMENTATION
 5.1 vpo
This optimization was added to vpo, a retargetable optimizer. vpo
works with a variety of frontends for procedural languages and can
optimize code for over ten platforms. The implementation used in
this work used the lcc frontend and generated code for the SPARC
[10, 9, 19]. It operates on register transfer lists (RTLs), a machine-
independent representation of machine code [6]. The optimization
code is machine independent, and vpo can be retargeted by creat-
ing a new machine description, and implementing a set of machine
dependent support functions [2, 3]. 

vpo is designed to work with naive code generators, and perform
all optimizations at the object code level. It performs most optimi-
zations found in commercial compilers to clean up the code. The
strategy of naive code generation is continued within vpo itself.
Many optimizations generate inefficient code sequences and rely
on later optimization passes to improve them.

 5.2 Identifying and removing tail recursion
While discussing our implementation, we will use the strchr()
function shown in Figure 1. Figure 6 shows the initial control-flow
graph of the RTL code generated by the frontend.

To identify tail calls, we begin at the return block, and traverse the
control-flow graph backward. Because control-flow optimizations
may not been performed yet, some initial naive code sequences

may still exist. The predecessors of the return block may be empty
blocks, which simply fall through, or contain only a single, uncon-
ditional jump to the return block. In either case, we must then
recursively examine the predecessors of those blocks. Our algo-
rithm can follow these chains of branches indefinitely, although in
practice we never encountered a chain longer than two jumps.

When we reach a block which contains code other than jumps, we
begin at the end of the block and search backward until we find a
procedure call. We then call a machine dependent helper function
to identify whether that function is at the end of the block. This
function takes into account the instructions which may need to
occur after the procedure call in order to store a return value, and
ensures that the callee's return value is not used in any way except
to store it in the return register of the caller. We only search for
procedure calls in blocks that are effectively predecessors of the
return block (although they may follow a chain of jumps to get
there), so if we identify that a procedure call occurs at the end of its
block, we can be certain it is a tail call.

Once we have identified a tail call, we simply compare the names
of the caller and callee. If they are the same, we have identified a
tail recursive call, and we return a pointer to the RTL containing
the call. The RTL has a pointer to the block which contains it, so
we are also able to identify the block where the call occurs. Figure
7 shows the RTL which makes the recursive call in strchr(),
along with the rest of its basic block.

This RTL containing the call is then passed to remove_tr(). If
this is the first invocation of remove_tr(), we must first insert
a label at the top of the function being optimized. However, this
label must be inserted after the function prologue code, or else the
function will save registers multiple times. So, we scan through the
top block of the function until we've passed the prologue code,
then split the remainder of the block off to form the target block,
which we label. The control-flow links are updated appropriately,
so that the top block falls through into the target block, and the tar-
get block now has the predecessors which originally belonged to
the top block. remove_tr() returns a pointer to the target block,
which will be passed in if remove_tr() is called again.

Once we have a target block, we can replace the procedure call
with a jump to it. We must set up the arguments of the function so
that they will be modified appropriately on each iteration of the

Figure 6: Initial Control-Flow Graph

Entry Block

return 0

L3

*s != 0

return s

L5
strchr(s + 1, c)

*s != c

*s == 0

*s == c

//load s from a local variable
r[33]=R[r[30]+.p0.0_s;
//increment s, copy into arg register
r[8]=r[33]+1;
//copy c into argument register
r[9]=(B[r[30]+.p0.1_c]{24)}24;
//function call
ST=HI[strchr]+LO[strchr];
//copy the return value
R[r[30]+.l0.0_1=r[33];
r[24]=R[r[30]+.l0.0_1;
//return
PC=RT+8

Figure 7: Recursive call, before optimization
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loop. vpo initially models local variables, including arguments, as
memory references. If the architecture passes arguments in regis-
ters, then the procedure prologue will copy them to the appropriate
memory locations. Initially this can generate unnecessary memory
references, but later optimization phases will attempt to assign
these values to registers.

This naive code generation makes our work easier at this point. We
can simply insert instructions before the procedure call to copy all
parameters back to the stack. Figure 8 shows the call site after this
step. 

We then replace the procedure call with an unconditional jump to
the target block. Recall that the target block is immediately after
the prologue code, which also ensures that all parameters are
stored in memory. The effect is the same as if we had made a pro-
cedure call and allowed the prologue code to do the copying,
except that we avoid the rest of the instructions in the prologue,
such as saving and registers. Figure 9 shows the procedure call
replaced with a jump.

Finally, we clean up the control-flow graph to reflect our changes.
A function may contain multiple tail calls—for example, binary
search tree insert has one tail call to insert in the left subtree, and
another to insert in the right subtree—so we continue our search.
However remove_tr() modifies the control-flow graph, so we
have to start our traversal from the beginning. We continue until
our search completes without finding any tail recursive calls. Fig-
ure 10 shows the control-flow graph that results after applying this
optimization.

This optimization generates even more unnecessary memory refer-
ences, and makes no attempt to improve the structure of the loop it
has created. However, later optimization passes will remove any
unnecessary memory access (in many cases all memory references
are removed, and arguments are simply stored in registers for the
life of the function), perform control-flow optimizations, fill delay
slots, and so on, resulting in highly efficient code. Because of the
design of vpo, we do not need to worry about generating efficient
code during our optimization, but can focus on simply getting code
that works, and let the existing optimizations clean up after us. Fig-

ure 11 shows the final product. The loop structure has been
changed to minimize branches, and the unconditional jump we
inserted is now replaced with a conditional jump to a different tar-
get. All of the memory references are gone, and the character argu-
ment, which is constant, is not modified or copied at all.

6. PHASE INTERACTIONS
Procedure calls present a significant barrier to optimization. The
caller and callee may be compiled separately, making inter-proce-
dural analysis impossible, and even if the callee is available, there
is no guarantee that there will not be other callees which are com-
piled later. It is possible to analyze control-flow and detect loops
across functions by optimizing at link time [17], but this has draw-
backs as well. At this point, much of the information available
from the source code is lost, and must be reconstructed or done
without. This approach is therefore most suitable as an additional
optimization pass, rather than a replacement for compile-time opti-
mization, which means it increases compile times and adds signifi-
cantly to the complexity of the system. Link-time optimization has
not been widely adopted in production compilers.

Because our optimization removes procedure calls, it allows a sig-
nificantly more thorough analysis to be performed on the trans-

r[9]=(B[r[30]+.p0.1_c]{24)}24;
//store s and c back to  locals
R[r[30]+.p0.0_s]=r[8];
B[r[30]+.p0.1_c]=r[9];
//function call
ST=HI[strchr]+LO[strchr];

Figure 8: Call site after argument setup

//Argument setup
R[r[30]+.p0.0_s]=r[8];
B[r[30]+.p0.1_c]=r[9];
//Jump instead of a call
PC=L000
//End of block

Figure 9: Tail recursive call transformed into a jump

Figure 10: The resulting control-flow graph

//r[8] and r[9] hold c and *s
IC=r[8]?r[9];
//this used to be the function call
PC=IC!0,L5;
//argument passing has turned into a single 
increment of s, placed in a delay slot
r[10]=r[10]+1;

Figure 11: Final Result

L000

return 0

L3

*s != 0

return s

*s != c

*s == 0

*s == c

Entry Block
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formed function, and enables a number of optimizations which
cannot otherwise be performed. In the following section we will
examine interactions with common optimizations.

 6.1 Loop Invariant Code Motion
Our optimization can produce significant gains when applied to
loops which contain invariant code. The removal of the procedure
call allows vpo’s loop invariant code motion routines to identify
invariant code and move it outside the loop. The code identified
was originally invariant across invocations of the procedure, rather
than a loop, and therefore impossible to remove, but our optimiza-
tion makes it visible to standard algorithms for code motion.

In the binary search tree traversal shown previously, the original
version of the function loads the address of the format string (a
constant) into an argument register during each invocation. This is
necessary for two reasons: first, because the compiler cannot iden-
tify the loop, and second, because that argument register must be
overwritten each time a recursive call is made. Once the call is
removed, that argument register is no longer used to hold any value
other than the address of the format string. The assignment is
moved out of the loop, saving two instructions on each iteration.

 6.2 Loop Unrolling
Loop unrolling is not available in the version of vpo used for this
research, although it has been implemented in vpo [7]. While we
were not able to test this empirically, in most cases we will proba-
bly not gain any additional benefit from loop unrolling. Most tail
recursive functions are non-counting loops. Their execution count
cannot be known in advance, even at execution-time, which greatly
reduces the potential benefit of loop unrolling. vpo, and all of the
compilers tested by Jinturkar, optimize counting loops only, and
therefore would not have any effect on the majority of tail recur-
sive functions.

However, it is possible for tail recursive functions to form counting
loops. In some languages such as Scheme, where loop constructs
are not commonly used, iteration is often expressed through tail
recursive functions. If a compiler for such a language generated C
code as an intermediate step, it might produce tail recursive count-
ing loops. However, the practical benefits to be gained from loop
unrolling in this situation remain unknown at this point.

 6.3 Register Allocation
No significant interactions with register allocation were observed.
All of our test functions are fairly small, which is characteristic of
tail recursion functions, and therefore register pressure was mini-
mal. Even without tail recursion optimization, our benchmarks did
not access memory except when dereferencing pointer arguments,
so there was no room to improve register allocation after our opti-
mization was applied.

By removing a procedure call, our optimization should allow a
more complete analysis of register usage, and better overall alloca-
tion. If arguments are passed in memory, this optimization has the
potential to greatly reduce memory access by allowing data to stay
in registers throughout the run of the function. On CISC architec-
tures, this saves the cost of copying parameters into and out of
memory, while on RISC architectures, it frees the register allocator
from the need to funnel values into argument passing registers
before a call. If there are multiple procedure calls, it will be neces-

sary to swap different values into the argument passing registers
for each. Once our optimization is performed, the values that were
once arguments to the recursive call can now be freely allocated in
any registers, which may reduce the amount of data movement
which is necessary. 

In practice, we did not observe significant interactions with regis-
ter allocation. There are two factors which may explain this. Tail
recursive functions tend to be fairly small, and do not require large
numbers of registers. Also, our tests were performed on the
SPARC, where registers are abundant. The combination of these
two effects left little room for improvement in the original register
allocations. It is possible that on a register-starved platform such as
the x86, there would be more beneficial interactions, but this
hypothesis has not been tested.

 6.4 Control-Flow Optimizations
Tail recursive functions effectively form loops, but these loops are
hidden from the compiler because they span across multiple invo-
cations of the same function. This makes control-flow optimiza-
tions impossible in most cases, and at the very least prevents
optimization of a significant portion of the function’s structure.
Explicitly converting tail recursion to an iterative form reveals the
loop to the compiler, and allows normal optimization of control
flow.

 6.5 Inlining
Although inlining is not currently available in vpo, it has interest-
ing potential interactions with tail recursion removal. Previous
research has shown that inlining can be used to convert mutually
recursive functions into a single, directly recursive function [12].
In some cases, the resulting procedure could be tail recursive, in
which case it can be further optimized. So, the combination of
inlining and tail recursion elimination has the potential to convert
mutual recursion into iteration, which would no doubt result in sig-
nificant performance gains.

 6.6 Conclusion
Transforming a recursive call to iteration removes a major barrier
to analysis and optimization, and enables many other optimiza-
tions. A tail recursive function, once transformed, can benefit from
all of the optimizations that would apply to an equivalent iterative
function. All of the performance costs associated with recursion
are eliminated. In effect, our optimization allows us to perform a
limited form of inter-procedural analysis at no additional cost,
using existing algorithms. As we will see in the next section, this
allows tail recursive programs to run as fast as, or faster than hand-
optimized, iterative equivalents.

7. BENCHMARKS
We tested our optimization on several different benchmarks: inser-
tion and traversal on binary search trees, quicksort, and the Acker-
man recursive benchmark. In all cases, we tested a tail recursive
version with and without our optimization, as well as a hand-opti-
mized version in which recursion was transformed into iteration at
the source level. Our tests consistently show a significant improve-
ment from the removal of tail recursion, and show that our optimi-
zation produces code which runs as fast as iterative code.
- 6 -



 7.1 Methods
We ran two benchmarks on each function: instrumentation with the
ease system [8], and running-time measurements using the Solaris
times() system call. Reported scores are for the function in
question only, not the program as a whole. ease was used to obtain
dynamic measurements of the number and type of instructions exe-
cuted, memory references, and procedure calls. ease measurements
reflect only instructions executed within the function itself, not in
any functions it might have called.

The running-time measurements were taken by making five runs of
the program, dropping the highest and lowest score, and averaging
the remaining three. They reflect time spent in the function itself,
as well as any functions it calls (such as quicksort’s calls to parti-
tion()).

 7.2 Binary Search Trees
This benchmark is a larger and more practical example. We imple-
mented only insert and an in-order traversal (which increments the
value each node). Insert is tail recursive in two cases, while tra-
versal is tail recursive in one case, and has a second recursive call
which is not a tail call. Both hand-optimization and vpo left the
second recursive call intact, but transformed the tail call into itera-

tion.

Our test program inserted integers at random (using a fixed seed
for the random number generator to ensure that each run used the
same sequence), then looked up all of those integers, as well as an
equal number of random integers. A second test program built the
tree similarly, then traversed it. Insertion was tested on a tree of
1,000 nodes, while traversal used a tree of 10,000.

 7.3 Quicksort
We tested a standard, tail-recursive implementation of quicksort
(and the equivalent hand-optimized version) on 10,000 integers,
generated randomly with a fixed seed. The first element in the
array was used as a pivot element in partitioning.

 7.4 Ackerman Recursive Benchmark
The Ackerman benchmark is tail recursive in two cases, and has a
third non-tail recursive call. In both hand and automatic optimiza-
tion, the non-tail recursion was left intact, while the tail recursion
was removed. The function was run once. It is worth noting that
the Ackerman benchmark is non-trivial (although not difficult) to
optimize by hand: this author encountered one minor bug in the
process, and initially removed only one of the tail recursive calls.

Table 1: Dynamic Instruction Counts

Number of Instructions % Improvement

Tail Recursive Tail Recursive 
(optimized)

Hand Optimized Tail Recursive 
(optimized)

Hand Optimized

insert 194,002 130,576 136,499 48.6% 42.1%

traverse 133,458 120,513 129,171 10.7% 3.3%

quicksort 168,731 161,982 138,201 4.2% 22.1%

Ackerman 2,067,796 1,635,461 1,635,461 26.4% 26.4%

Table 2: Dynamic Memory References

Number of Instructions % Improvement

Tail Recursive Tail Recursive 
(optimized)

Hand Optimized Tail Recursive 
(optimized)

Hand Optimized

insert 417,082 62,794 62,794 564% 564%

traverse 314,291 176,211 310,028 78.4% 1.4%

quicksort 431,968 216,000 216,000 100.0% 100.0%

Ackerman 5,511,456 2,747,712 2,747,712 101.0% 101.0%

Table 3: Running Times

Time in Seconds % Improvement

Tail Recursive Tail Recursive 
(optimized)

Hand Optimized Tail Recursive 
(optimized)

Hand Optimized

insert .294 .033 .034 791% 765%
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 7.5 Results
The benefits of removing tail recursion, whether by hand or auto-
matically, are clear. In some cases the running time was improved
by over 500%, although generally the improvement was more
modest. The degree of improvement is heavily dependent on the
nature of the function being optimized. BST insert, which showed
the largest improvement, is very densely tail recursive. Almost all
of its processing is done through tail recursive calls. BST traversal,
on the other hand, increments the value of each node as it traverses.
This adds a load, a store, and an increment to the function body,
which cannot be optimized away. Quicksort spends a large amount
of time in the Partition function, which is naturally iterative, so the
overall benefit of removing tail recursion is smaller. Finally, the
Ackerman benchmark contains a non-tail recursive call (in addi-
tion to two tail recursive calls), which cannot be optimized and
takes up a significant amount of processing time in all cases.

Compiler optimized code ran as fast or faster than hand-optimized
code. On the whole, the performance differences between the two
are very small. It appears that in some cases (such as BST insert)
the compiler does a better job than hand-optimization, while in
others (quicksort), hand-optimization is superior. There is evidence
to suggest that this discrepancy is due to differences in the control
flow between loops generated by the frontend, and those generated
by our optimization.

The BST traversal benchmark stands out as the one case in which
automatic optimization is the clear winner. It has a significantly
lower instruction count, faster execution time, and far fewer mem-
ory references than the hand-optimized version. The ease measure-
ments also reveal that the automatically optimized version makes
fewer procedure calls: 4,296 compared to 8,612. A closer examina-
tion of the source code shows that the hand-optimized version

actually descends one level deeper into the tree. The hand-opti-
mized code checks whether the current node is null, then traverses
the left and right subtrees. The tail recursive version, on the other
hand, checks whether the subtrees are null before traversing them.
It is possible to create an iterative version of this shallower tra-
versal, which will run with speed comparable to the optimized tail
recursive version. However, this requires complicating the function
with a goto or while(1) loop. The current version of the benchmark
was used because it represents the most natural, readable iterative
solution.

Both hand and automatic optimization produce significant gains
over unoptimized code, and unoptimized tail recursion should be
avoided in frequently executed program segments. On the whole,
automatic optimization produces code which is as good as that pro-
duced by hand optimization. In some cases it may be slightly better
or worse, but in general the differences are minimal. Also, a signif-
icant benefit can be gained in cases such as BST traversal, where
tail recursion facilitates a more efficient solution.

8. SUMMARY
Tail recursion is a powerful construct which unfortunately suffers
from significant performance problems in most procedural lan-
guage implementations. These problems can be greatly alleviated
by incorporating tail recursion removal into the compiler, but this
optimization has largely been ignored.

Tail recursion removal can be performed by hand, but it often
results in more cryptic code, and is often overlooked. Automatic
optimization, on the other hand, is easy to implement in a compiler
and has little run-time cost. It will always identify opportunities for
tail recursion removal, even in complex functions. It improves exe-
cution time without degrading the quality of source code, in some
cases by more than 700%, and can even beat carefully hand-opti-
mized code. Tail recursion removal frees the programmer to pro-
gram in the most elegant and natural style, without worrying about
performance problems resulting from inefficient language imple-
mentations.
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APPENDIX: SOURCE CODE FOR BENCH-
MARKS
BST Insert
Main Function
int main() {
    int i;
    struct bst *root;
    float total;
    long start, end/*, sum = 0*/;
    int values[NODES];

    srand(0);
    for(i = 0; i < NODES; i++)

values[i] = rand();

    start = ttime();
    /*Insert random values into the tree*/
    root = new_bst(values[0]);
    for(i = 1; i < NODES; i++) {

insert(values[i], root);
    }

    end = ttime();
    total = (end - start) / 1000.0;
    printf("%3.3f ", total);
    return 0;
}

Tail Recursive
void insert(int value, struct bst *n) {
    if(value == n->value)

return;
    if(value > n->value) {

if(n->right)
    insert(value, n->right);
else
    n->right = new_bst(value);

    }
    else {

if(n->left)
    insert(value, n->left);
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else
    n->left = new_bst(value);

    }
    return;
}

Hand-optimized
void insert(int value, struct bst *n) {
    while(value != n->value) {

if(value > n->value) {
    if(n->right)

n = n->right;
    else {

n->right = new_bst(value);
return;

    }
}
else {
    if(n->left)

n = n->left;
    else {

n->left = new_bst(value);
return;

    }
}

    }
    return;
}

BST In-order Traversal
Main Function
int main() {
    int i;
    struct bst *root;
    int values[NODES];
    long start, end;
    float total;

    srand(0);
    /*Insert random values into the tree*/
    values[0] = rand();
    root = new_bst(values[0]);
    for(i = 0; i < NODES; i++) {

values[i] = rand();
insert(values[i], root);

    }

    /*Traverse the tree*/
    start = ttime();
    inorder(root);
    end = ttime();

    total = (end - start) / 1000.0;
    printf("%3.3f ", total);

    return 0;
}

Recursive
void inorder(struct bst *n) {
    if(n->left)

inorder(n->left);
    n->value++;
    if(n->right)

inorder(n->right);
}

Hand-Optimized
void inorder(struct bst *n) {
    while(n) {

inorder(n->left);
n->value++;
n = n->right;

    }
}

Quicksort
Main Function
main()
{
   int i;
    int x[N];
    long start, end;
    float total;

    srand(100);
    for (i=0; i<N; i++)

x[i] = rand();

    start = ttime();
    quicksort (x, N);
    end = ttime();

    total = (end - start) / 1000.0;
    printf("%3.3f ", total);

    return 0;
}

Tail Recursive
void quicksort(int A[], int n)
{
   int pivotIndex;

   if (n > 1) {
       pivotIndex = Partition(A, n);

       quicksort(A, pivotIndex);
       quicksort(&A[pivotIndex+1], 

(n-pivotIndex-1));
   }
}

Hand-Optimized
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void quicksort(int A[], int n)
{
   int pivotIndex;

   while (n > 1) {
       pivotIndex = Partition(A, n);

       quicksort(A, pivotIndex);

       A = &A[pivotIndex + 1];
       n = n - pivotIndex - 1;
   }
}

Ackerman Recursive Benchmark
Main Function
int main() {
    long StartTime, StopTime, Result;
    float TotalTime;

    StartTime = ttime();
    Result = Ack(3,6);
    StopTime = ttime();
    TotalTime = (StopTime - StartTime) 
        / 1000.0;

    printf("%d : %3.3f\n", Result, 
        TotalTime);

    return 0;
}

Tail Recursive

int Ack(LowerBound, UpperBound) {
    if(LowerBound == 0)

return UpperBound + 1;
    else if (UpperBound == 0)

return Ack(LowerBound - 1, 1);
    else

return Ack(LowerBound - 1, 
Ack(LowerBound, UpperBound 

- 1));
}

Hand-Optimized
int Ack(LowerBound, UpperBound) {
 top:
    if(LowerBound == 0)

return UpperBound + 1;
    else if (UpperBound == 0) {

LowerBound--;
UpperBound = 1;
goto top;

    }
    else {

UpperBound = Ack(LowerBound, 
         UpperBound - 1);

LowerBound--;
goto top;

    }
}
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